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Research Impact:

= >450 citations

=  Qur machine unlearning work is cited by Anthropic, Yoshua Bengio, Hugo
Larochelle, Google Deepmind, University of Cambridge, etc.

= Qur works Fast Unlearning [TNNLS], Zero shot Unlearning [TIFS], and Bad
Teacher [AAAI] are among top 10 highly cited papers in the field of machine
unlearning.
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Unlearning?
“forgetting specific things”

Machine Unlearning? Scan Me!
“forgetting specific things For a Demo

from an ML model” https://machine-unlearning-two.vercel.app/



Why Machine Unlearning?

CONSUMER

‘|H CALIFORNIA
PRIVACY ACT

- Right to be forgotten

Canada’s
Consumer Privacy _=

Protection Act

(cPPA) : - Cross border data control in Al models lmmll

General

H ? .o
R India’s Personal LGPD : Brazil's

New Data
Protection Law

X Pprotection Data Protection Bill
e ** Regulation (PDPB)

Regulatory Frameworks on Data Privacy Across the World

“You should be protected from abusive data practices via built-in protections and you
should have agency over how data about you is used.”

https://Awww.whitehouse.gov/ostp/ai-bill-of-rights/ - Blueprint for an Al Bill of Rights, USA

“Right to be forgotten: data must be erased immediately where data subject has
withdrawn his consent...”

https://gdpr-info.eu/issues/right-to-be-forgotten/

- GDPR, European Union



Why Machine Unlearning?

= Al Safety
Al models are vulnerable to attacks
= | egal compliance
Privacy laws, copyright constraints
= Ethical reasons
Biased data
= Epistemological
Data are useless, obsolete, unwanted for the model



Why not just Retrain?

 Computationally Expensive

* Especially for large models like deep neural networks or
foundation models (e.g., GPT, BERT).

 Computational resources are limited



Why not just Retrain?

 Computationally Expensive

* Time-Consuming
* Retraining from scratch is often time-prohibitive
e Quick updates are needed (e.g., due to privacy laws).
* Must handled ideally in real-time.



Why not just Retrain?

 Computationally Expensive
* Time-Consuming

e Data Availability Issues

e Retraining requires access to the full original training
data.

e Data access might no longer be available or could be
subject to restrictions.

* For example, data needs to be deleted for legal or
privacy reasons.

* Many organizations offer a limited duration access to
certain datasets on cloud.

https://cloud.google.com/products/ai
https://aws.amazon.com/machine-learning/
https://azure.microsoft.com/services/machine-learning/



https://cloud.google.com/products/ai
https://aws.amazon.com/machine-learning/

Estimated NVIDIA H100 Shipments

Why not just Retrain? T

Alibaba
i

00 Met

Estimated Order Value:
$5.258

 Computationally Expensive
* Time-Consuming
* Data Availability Issues amazon

Estimated Order Value: @ StatsPanda
Source: Omdiia Research ~ $1758 -

= Microsoft

Estimated Order Value:
$5.258

* Environmental Impact
 Machine Learning has a carbon footprint.

Region of Compute

Common carbon footprint benchmarks sarensn
in Ibs of CO2 equivalent

Roundtrip flight b/w NY and SF (1

passenger) | 1,984

Human life (avg. 1 year) I 11,023

American life (avg. 1 year) . 36,156

US car including fuel (avg. 1 lifetime) L]
Transformer (213M parameters) w/
neural architecture search 626,155

Chart: MIT Technology Review * Source: Strubell et al. « Created with Datawrapper

1.42 kg of CO,eq. is equivalent to:

Tree seedlings
Km driven by an o T
5.74 average ICE car '/ 0.71 Kgs of coal burned ! 0.02 sequeler;i:;asrb”un for

aaaaaaaaaaaaaaaaa | and References & (1] (2] (3)

Source: https://mlco2.github.io/impact/



Why not just Retrain?

 Computationally Expensive
* Time-Consuming

* Data Availability Issues

* Environmental Impact

* Inefficient for Frequent Updates

 When model must forget data frequently (e.g., due to
user data deletion requests).

e Retraining after every unlearning request becomes
impractical and inefficient.



The Big Picture

Right to be forgotten:

The consent can be withdrawn
anytime, even after the ML model is
already trained on the data.

How to erase data from the already
trained model?

- Machine Unlearning
Machine Unlearning in the context of Responsible Al

Applications Beyond Privacy in Responsible Al

* Removing out-of-date samples, outliers, poisoned samples.

* Handling noisy labels or data with possible harmful biases.

* Model editing, adapting model to evolving data distribution

* Reducing the GPU-hours carbon footprint by avoiding repetitive re-training

13



Machine Unlearning Overview

Machine
Learning
Dataset —
Training
e
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Instance Forgetting
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Class/Group Unlearning

Information about
30-40 age band
removed
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Text-to-Image Generative Al

Prompt:
generate Stable
image of a _ Diffusion
nude model
Unlearning , | ‘
SD SD_new NSF\W!I
- -
Prompt:
SD_new
generate -

image of a
nude model
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Text-to-Image Generative Al

Copyright Protection

Brad Pitt wearing a
santa hat

&/ » |9‘Son Model |

Brad Pitt wearing a
santa hat

Remove my data!!

\ Company X Haehine Unlearnlnv—‘|[ Unlearned M(]1




1
1
1
1
1
1
1
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
\

Large Language Models (LLMs)

arXiv

__________________________

@)X User Removal

Requests

A

Could you exclude my
paper from the dataset used
to train your model?

J

| request the withdrawal of
my GitHub repositories from
your model's training data.

~

v

Please take action to delete
my book from the training
dataset of your model.

LLM'’s Pre-training
Corpus

[

In-distribution
Retain Dataset

General
Retain Dataset
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Fine-tuning with Random Label

Gradient Ascent

Gradient Ascent on Forget Dataset
+ Gradient Descent on Retain Dataset

Gradient Ascent on Forget Dataset
+ KL-Divergence on Retain Dataset

_________________________________

e —————
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Licenses change, contracts shift

Recommendation Unlearning

Ehe New ork Times
/N .
UNIVERSAL JTIKTOK
\

UNIVERSAL MUSIC GROUP

Vocal TikTok Users Navigate a
Quieter App

Content creators say they are considering the merits of Instagram

U M G p u I I Sau d i ') f rom Ti kTO k and You'Tube after a licensing battle led TikTok to pull songs by

artists with Universal Music Group.

over payment dispute

TikTok’s recommendation needs
to adapt

Source: https:/fwww .nytimes.com/2024/02/03/arts/music/tiktok-umg-songs-music.html



Problem Formulation

* Formulation

* Training set D = D, U Dy where D,. is retain set and Dy is
forget set.

* M(x,¢) =y:amodel M with parameters ¢, with input x, and
output y.

* Gold model (Retrained): ¢, = A(D,.), trained with original
ML algorithm A with only D,. .

* Unlearned model: ¢,, = U(@, D,, Df ) with algorithm U.

* PM(x, @) =y) = P(M(x,0r) =y),VX €D
where P (.) denotes the probability distribution.



Characteristics of Ideal Unlearning

 Complete Forgetting

* Model no longer retains any influence from the data
marked for removal.

e Performance on forget set should not go down!
* Performance should be close to the gold model.



Characteristics of Ideal Unlearning

* Complete Forgetting

* Preserves Retained Knowledge

* Maintains the influence of all non-forgotten (retain) data
without degradation.



Characteristics of Ideal Unlearning

* Complete Forgetting
* Preserves Retained Knowledge

e Uncompromised Generalization

* The model's generalization performance on unseen data
remains intact.



Characteristics of Ideal Unlearning

 Complete Forgetting
* Preserves Retained Knowledge
 Uncompromised Generalization

* Faster than Retraining
* More efficient than retraining the model from scratch.



Characteristics of Ideal Unlearning

 Complete Forgetting

* Preserves Retained Knowledge
* Uncompromised Generalization
* Faster than Retraining

 Computationally Efficient

* Optimized for minimal performance impact during
inference or training due to the unlearning process.

* For example, unlearning that involves sharding, leads to
poor performance on each of the shards

e Additional aggregation strategies are needed.



Characteristics of Ideal Unlearning

 Complete Forgetting

* Preserves Retained Knowledge
* Uncompromised Generalization
* Faster than Retraining
 Computationally Efficient

e Attack-Resistant

» Offers strong defenses against data extraction,
regeneration, and membership inference attacks.



Characteristics of Ideal Unlearning

* Complete Forgetting

* Preserves Retained Knowledge
* Uncompromised Generalization
* Faster than Retraining

* Computationally Efficient

* Attack-Resistant

e Minimal Overhead

* Adds little to no additional computational burden during
both training and inference.

* For example, introducing additional neural layer for
deletion adds to overhead.



Characteristics of Ideal Unlearning

* Complete Forgetting

* Preserves Retained Knowledge
* Uncompromised Generalization
* Faster than Retraining
 Computationally Efficient

* Attack-Resistant

* Minimal Overhead

* Theoretical Guarantees

* Provides provable guarantees on forgetting
effectiveness, backed by information bounds.



Characteristics of Ideal Unlearning

 Complete Forgetting

* Preserves Retained Knowledge
* Uncompromised Generalization
* Faster than Retraining
 Computationally Efficient

* Attack-Resistant

* Minimal Overhead

* Theoretical Guarantees

 No Additional Data
* Without extra data, works in few/zero shot settings.



Characteristics of Ideal Unlearning

 Complete Forgetting

* Preserves Retained Knowledge
* Uncompromised Generalization
* Faster than Retraining
 Computationally Efficient

* Attack-Resistant

* Minimal Overhead

* Theoretical Guarantees

* No Additional Data



Other desirable characteristics

Model Agnostic

* Works across different model architectures without requiring
specialized modifications.

Scalability

 Efficiently handles large-scale models and datasets without
significant slowdowns.

Efficient processing

e Supports batch processing of sequence of unlearning
requests

Compatibility with Distributed Systems

* Works effectively in distributed or federated learning
environments



Kinds of unlearning requests

= Single instance

= Features

» Classes: sub-class, super-class
= Concepts

= Tasks

33



Kullback-Leibler (KL)-Divergence

" |magine you're trying to describe a mystery box using two
different methods.

" You want to see how well one description matches the other.

= KL-divergence is a way to measure the difference between
two probability distribution.

34



KL-Divergence

Let’s think about two probability distributions:
1. True distribution (P): The real behavior or data

2. Approximate distribution (Q): Your guess or model prediction
about the data.

35



KL-Divergence

Key Properties:

Asymmetry:
* KL-divergence is not symmetric. D, (PIlQ) # D, (QlIP)
* |t matters whether you're comparing Pto Qor Qto P.

Non-negativity:
 The KL-divergence is always positive (>=0) and can be thought
of as a measure of similarity between distributions.

* A value of 0 means your guess Q is exactly the same as the true
distribution P.

36



KL-Divergence

The formula for KL-divergence looks like this:

P(z)
Q(z)

Dk (P|Q) = ZP ) log

P(x): Probability of event x in the true distribution.
Q(x): Probability of event x in your approximation.

Example: Let’s say we’re dealing with a system with three

possible outcomes A, B, and C, and the probabilities are as follows:

P={A:0.7,B:0.2, C:0.1}
Q ={A:0.6, B:0.3, C:0.1}

Dy (P||Q) = 0.0712

37



KL-Divergence

Why It’s Useful

= Machine Learning: KL-divergence is used to measure how well
a model (Q) matches the actual data (P).

= |[nformation Theory: It tells us how much extra "cost" or
"effort" we incur if we use Q to represent P.

= Optimization: In many algorithms, minimizing KL-divergence
helps improve predictions.

38



Knowledge Distillation

= Knowledge Distillation: the knowledge of the teacher model is
transferred to a student model.

" The goal is to make the student perform nearly as well as the
teacher, but with much less complexity.

Teacher Model

https://arxiv.org/abs/2006.05525 39



Knowledge Distillation

.- .

Distillation
Loss

e

Data =

https://neptune.ai/blog/knowledge-distillation
40



Knowledge Distillation

Benefits?

= Faster Models: The student model is smaller and faster than
the teacher.

" Generalization: The student can learn from the teacher’s
soft predictions, improving its performance beyond what it
could achieve by only using the hard labels.

= Flexibility: You can use a variety of teacher-student
combinations.

41



Fast Unlearning with Anti-Sample Generation

weights are fixed

D. L

-N UDTL b | L -D’I’_S’LLb Z L
Source Model N —L+ /\‘ |wmrm H - b '

> > Unlearned
update Selective Impair Selective Repair Model
Forget Data

Class N

Error Maximizing Noise Generation

Learn the error-maximizing
noise matrix for the unlearning
class

Unlearn with few epochs of
update for impair and repair

Fast yet Effective Machine Unlearning, Tarun, A. K., Chundawat, V. S., Mandal, M., and
Kankanhalli, M., IEEE Transactions on Neural Networks and Learning Systems, 2023.

42



The Technique

Complete training set D, = D;- U D¢ where D, is retain set and Dr is forget set

Error-Maximizing Anti-Sample Generation

argxmin Eg [_L(f: y) + Al |Wnoisel ]

where

L(f,y) is the classification loss corresponding to the class to unlearn,
f denotes the trained model,

Whoise IS the parameters of the noise matrix X,

A is used to manage the trade-off between the two terms.

UNSIR: Unlearning with Single Pass Impair and Repair

* Impair: Train for 1 epoch with sample set D, 4, U X
* Repair: Train for 1 epoch with sample set D, g, (a few more epochs, rarely)

43



Experiments and Results

yr Is the number of unlearning classes

, . Original Retrain . (i Our Relearn Time (RT)
Model | #Jy | Metrics  yiiel Modet [neTune  NegGrad ypoih0d [Rewain  FimeTune NegGrad  Ours
Ap, T 7786 7832 7811 6667 7106
V'l ap, L sio 0 2455 744 0 K 8 >4 20
Ap, 7 7800 905 7953 7212 7361
ResNet 18 2| Ap L 7865 0 31.59 0.05 0 > 100 10 7 > 100
‘ . | Ap. 1 8142 8588 8349 S84 7663 | _ o - 5 =100
Ap, | 7345 0 41.45 0.02 0
Ap, T 7936 9139 7927 3187 8286
Tl Ap,l T8 0 77.71 0.19 o |00 > 100 > 100
Ap, T 8264 8500 8501 4239  73.90 N
Dl ap L oz o 3.07 1347 0o |0 B2 s > 100
Ap, 7 ®A27T 8521 %645 25 S0T6
atenn |- | Ap, L 7974 0 3545 220 0o |00 ’ 74
. | Ap.T 8706 9186 9175 2200  S021 | _ o ; =100
Ap, |  78.00 0 53.66 1.44 0 s
Ap, +  §330 9447  §320 2206 8521
T | Ap, L 8331 0 $3.28 0 0o | =10 0 > 100 > 100

"Retrain(ed) Model" is the model that has been trained only on D,. and has never seen Dr .

It is often called the “gold-standard mode

IH

FineTune: Train the model with retain set for certain epochs

NegGrad: Train the model with forget set + Gradient Ascent and retain set + Gradient Descent

44



Different Architectures and Datasets

Unlearning on VGG-FACE100 Unlearning on CIFAR-100
. Original  Retrain Our . Original  Retrain Our
Model | #Yy | Metrics  yjogel  Model ~ Method Model | # Yy | Metrics  yioge]  Model  Method
1 Ap, T 80.63 80.42 72.79 ] Ap, T 78.68 7837 75.36
Ap, | 9400 0 3.00 Ap, | 83.00 0 0
% o | Ap. 1 8LI5 6996  73.26 %0 o | Ap. T 7188 1973 7538
3 - Ap, | 7845 0 0.15 3 - Ap, | 8284 0 0
z w0 | Ap. T 8131 8274  78.66 z w0 | Ap, T 7831 B265 7885
= Ap, 1 7918 0 6.71 = Ap, L 71978 0 0
s | Ap, T 8130 8266  79.16 s | AD, T 7696 8362 7551
Ap, | 80.03 0 8.62 Ap, L 8031 0 0.47
: Ap, T 9153 92.45 §2.90 ] Ap, T 7143 78 75.76
Ap, | 7422 0 4.81 o Ap, | 90 0 0
o | Ap.T 9152 9370 8521 Z o | Ap. T 1647 77 76.27
- - Ap, | 9130 0 26.00 z - Ap, | 8L70 0 0
- w0 | Ap. T 9210 04.13 85.33 - w0 | Ap, T 7693 %024 77.66
Ap, L 9055 0 25.10 e Ap, L 7856 0 0.02
w0 | Ap, T 9097 9335 87182 0 | Ap, T 7607 71937 6857
Ap, 4 9182 0 8.48 Ap, L 7856 0 1.22

Retain set performance suffers...
Scope to improve retain set performance in
future works

Unlearning in Facial data is challenging!
Future scope to improve upon this....



Ablation Study 1

Effect of different combination of Impair-Repair steps. [ResNet18 + VGGFACE-100]

Setting Intermediate Aggg:f)égn Alg(;l;?;ysgn

Before Impair 80.63 94

1 X (Impair-Repair) After Impair 2 53
After Repair 3 72.79

Before Impair 80.63 94
2 X (Impair)-1x(Repair) | After 2 Impairs 0 49.05
After Repair 3 72.5

Before Impair 80.63 94
2 X (Impair-Repair) After Cycle 1 3 72.779
After Cycle 2 0 70.86

Multiple (>1) “Impair” steps doesn’t yield any significant change in the final results

Multiple (>1) “Impair-Repair” cycle doesn’t yield any significant change in the final results

46



Ablation Study 2

Learning . Original  After After Learnin . Original  After After
Model Rate (Impair) Metrics Model Impair  Repair Model Rate (Repﬁir) Metrics M(%del Impair  Repair
) Ap, T 77.86 29.38 37.86 1 Ap, T 77.86 63.75 11.03
ADf 1 81.01 0 0 ADf I 81.01 0.5 0
% 0.1 Ap, T 77.86 2417 41.07 % 0.1 Ap, T 77.86 63.75 30.85
E ’ AD), 1 81.01 1.70 0 g ’ ADf I 81.01 0.5 0
@ 0.01 Ap,. T 77.86 68.28 71.47 2 0.01 Ap, T 77.86 63.75 71.31
~ ’ ADf 1 81.01 1.1 0 ~ : ADf J 81.01 0.5 0
0.001 Ap, T 77.86 77.75 69.45 0.001 Ap, T 77.86 63.75 71.18
’ ADf 1 81.01 72.06 0.80 ’ ADf J 81.01 0.5 0.1
) Ap, 1 82.64 10.51 14.91 1 Ap, T 82.64 67.62 10.19
Ap, | 91.02 0 0 ADf 1 01.02 0.29 0
z 0.1 Ap, T 82.64 14.47 28.5 % 0.1 Ap, T 82.64 67.62 13.94
6 ' Ap; | 91.02 0 0 & | ADf 1 01.02 0.29 0
3 0.01 Ap, T 82.64 75.50 70.38 2 0.01 Ap, T 82.64 67.62 73.62
’ ADf 1 01.02 241 0 ’ ADf 1 91.02 0.29 0
0.001 Ap, 1 82.64 85.42 74.61 0.001 Ap, T 82.64 67.62 80.9
’ Ap, | 91.02 77.00 3.35 ’ ADf I 91.02 0.29 0.3

Reasonable Trade-Off between retain and forget set performance
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Ablation Study 3

Effect of different values of lambda in the L2

weight penalization

argxmin Eo[—L(f,y) + M|Wnoisell]

Results with different % of retain set

used for model update

# Samples(% of D,) Metrics Oﬁii;:]ll 1:12:} E:agsirr
50 (1%) jﬁ; I gi:gf }é:ig 3&3891

500 (10%) ﬁ;’; 1 st 0» o
e R T
1500 (30%) jﬁ; I gi:g? 60?%236 ?0(.)82
2000 (40%) jﬁ; I ;I:g? 68643 ?1(.]91
7500 o j i;; I gi:g? 70{.)90 ?3(.]07
3000 (60%) jg; I ;i:gf 702..02‘;5 ?4603

10 jﬁ}ﬁ aor o0 >100
1 Ap, T 7186 68.34 9
Ap, |  8L01 0
s e e
o [Go T T YT
bt ﬁﬁ;I 3101 ! >100
o [ixT Tm o7 >
o [T R0 Ty sw
T Ne T s
é 0.1 ;113;1 gig; 76[.]16 100
= oo [4o TR0 T S0
oot | 41 giy oo >100
BT R

Naturally, more the amount of retain data, the

better is the accuracy.

Ideally, we strive to use as less data as possible
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Comparison with Retrained Model

M Retrained Model Our Method B Retrained Model Our Method
10000 10000

1000

g
weight distance

-
o

weight distance
3 g8

1 -.\\ -\q/ --\rb -\h 46) -\b -\'\ A% 90
(;:\ N N N N © N &L d\\"? N 3 & N I I 3 & o
<4 & & & & & & & <9
layers
layers

i 2-Class unlearning (AIICNN)
1-Class unlearning (AIICNN)

M Retrained Model Our Method @l Retrained Model Our Method
100000 100000
10000 [ 10000
3 o
c 5
% 1000 E 1000
5 ©
T 1o T
=2 2
2 b
= 10 2 1
1 A " 1
h ") > O S 2 D > e B & NS ko o > S N D W L ‘\ 4
o°° & c.°° o°° & o°°‘\o°qo°° 006\’;0 :)n‘\:}o(\’;o ';o ;f"\;é‘"\d”(‘ S S S S o°° f & ;&\&;o‘;ov \Go(\ \oov\oo o
layers layers
1-Class unlearning (ResNet18) 2-Class unlearning (ResNet18)

Layer-wise weight distance between unlearned models (retrain model, our model)
and original model
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Is Retrained Model the Best Unlearned Model?

Is closeness to the Retrained model the only measure of good Unlearning?
- Not necessarily

- We show some empirical evidence here by measuring the Euclidian distances
between the Unlearned model, the Retrained model and the Original model.

Unlearning in 1 class Unlearning 1n 7 classes
dist(original, | dist(original, | dist(proposed, | dist(original, | dist(original, | dist(proposed,
Model ° 2 : 5 .
proposed) retrain) retrain) proposed) retrain) retrain)
ResNet18 164.06 81.96 185.14 91.53 70.59 116.93
AIICNN 41.44 78.38 92.5 34.85 69.39 78.29

Our unlearned model is not close to the Retrained
model in the parameter space but still performs
similar to that !!!

Thus, proximity to the “Retrained model” may reveal the “Unlearned model”
but models lying far away from it can be equally good candidates.
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Prediction Distribution for Forget Class

500

class of data
1-Class unlearning (AIICNN)

class of data

1-Class unlearning (ResNet18)

Prediction distribution of the unlearned model on forget class of data. Our method gives

500
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€ s00
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FFFFFFFFTFFF
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2-Class unleaming (AIICNN)
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class of data

2-Class unlearning (ResNet18)

randomized response to the forget class of data which is desirable
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Prediction Distribution Comparison

—Retrain Model ——Proposed Method
600

500
400
300
200

No. of Predictions

100

0 1 2 3 4 5 6 7 8
Classes

Prediction distribution for forget class by retrained model
(left) and proposed method (right). Distributions are similar
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Does the Network really Forget?

GradCAM visualization of Unlearned ResNet Model
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Sequential Unlearning

o m Forget Class(es) = Retain Class(es)

Class 0-2 Class 3-9 Class 1-9 Class 2-9 Class 3-9

I I I

Original Request 1 Request 2 Request 3

75

un
un

Accuracy
F8]
L

15

Sequential Unlearning Requests

Sequential Unlearning: We sequentially forget class-0, class-1, and
class-2, respectively
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Time (Second)

Efficiency

10000

1000

100

10

Fisher Forgetting  Retraining Qurs
Method

On ResNet18+CIFAR10:
Our method is 154x faster than Retraining

Our method 1875x faster than Fisher Unlearning

Time comparison between Retraining, Fisher
Forgetting, and UNSIR (our method).
Lower is better
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Summary of Fast Unlearning...

Key Takeaways

= Fast Unlearning is possible in Deep Models (CNN, ViT)
= Zero-glancei.e., access to the forget set is not required for Unlearning

= No prior knowledge about training (optimization method, training
checkpoints) is needed.

= Evaluated on a variety of metrics (accuracy, layer-wise weight distance,
prediction distribution comparison, relearn time)

Limitations

= Works only for class-level Unlearning. Doesn’t work for random data samples,
cohort unlearning.

= No theoretical bounds on the extent of information remaining after
Unlearning

Fast yet Effective Machine Unlearning, Tarun, A. K., Chundawat, V. S., Mandal, M., and
Kankanhalli, M., IEEE Transactions on Neural Networks and Learning Systems, 2023. 56



Can Bad Teaching Induce Forgetting?
Unlearning in Deep Networks with Incompetent Teacher

This method supports all 3 modes of unlearning:
* Forgetting single-class or multiple classes of data
e Forgetting a cohort of data or subclass of data from a
single class.

* Forgetting a random subset of data from multiple classes

Can Bad Teaching Induce Forgetting? Unlearning in Deep Networks using an Incompetent Teacher.
Chundawat, V. S., Tarun, A. K., Mandal, M., and Kankanhalli, M., AAAI 2023.
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Unlearning with a Good and a Bad Teacher

o®
competent teacher incompetent teacher
@%}‘ D, |OgitS ® Df |OgitS 4»{35
L

(KX X X

T

>

S
QQ O OO
000

QQ O O

o
’ ® L ‘
5 *e
PN ‘e

student
Competent teacher: is the fully trained model or the original model.
Incompetent teacher: is a randomly initialized model

Student is initialized with knowledge about the complete data i.e., the
parameters of the fully trained model.

Retrained model or gold model: the model trained from scratch without

observing the forget samples
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Unlearning with a Good and a Bad Teacher

Let Student S, incompetent/dumb teacher T,, competent/smart
teacher T,

KL-Divergence between T, and S:
KL(Ty(x)||S(x)) Zt( )log(t )/S )
KL-Divergence between T, and S:

KL(Ts(x)||S(x)) Zt Jog(t) /s))

The unlearning objective:

Loy(@,ly) = (1 = lu) ¥ KL(Ts(x)|[S(2)) + lu * (KL(Ta(2)]|5(x)))
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Unlearning with a Good and a Bad Teacher

= Theidea is to selectively remove information about the
forget samples from the model.

" Selectively transfer bad knowledge about forget data Dy

from T, :
" by minimizing KL-Divergence between S and T,

* The accurate knowledge corresponding to D, is fed from T. :
" by minimizing KL-Divergence between S and T..
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Experiments and Results

Class Unlearning: CIFAR10, CIFAR100

Original

Retrained

Model Dataset # )Yy | Accuracy Model Model UNSIR OQurs
1 D. 1 77.86 78.32 71.06 78.46
Dy | 81.01 0 0 4,22
ReaNetld | CIFARIQ 5 D, T | 7800 7915 | 7361 7922
Dy | 78.65 0 0 9.94
1 D. 1 78.68 78.37 75.36  77.00

Dy | 83.00 0 0 0
(Il:’{r zirNaiLi) CIFAR100 20 D. 1 77.84 79.73 75.38 77.78
Dy | 82.84 0 0 3.90
1 D. 1 82.64 85.90 73.90 81.74
Dy | 91.02 0 0 9.16
ALICNN CIFARI0 ’ D. 1 84.27 85.21 80.76 77.68
Dy | 79.74 0 0 5.64
1 D, 1 77.43 78 75.76  78.22

. Dy | 90 0 0 0
I?Pi I;ﬁﬁlﬁf CIFAR100 20 D. 1 76.47 77 76.27  76.65
D i 81.70 0 0 13.65
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Experiments and Results

Subclass Unlearning: CIFAR20, Superclass-Subclass

Model Super Sub Accuracy Original Retrained Our . ZRF. JS-Div M('embership A.ttack Prob
Class Class Model Model Method Original Retrained Ours Original Retrained Ours
Vehicles2 | Rocket g; I 0 B BB 07 093 099 | 0.04 | 0982 0522  0.002
Vegetables | Mushrooms g; I SO R T Uy Y 093 099 | 0.04 | 0992 0408  0.002
ResNetl8 | People Baby g; 1 R Y 087 098 | 005 | 10 0838 0578
Hecmeal 1 amp g; 1 A 8IS BTS2 oss 094 098 | 0.03 | 0984 0434  0.008
Sotural Sea g; 1 8550 B3 BLOZ2 L 0sa 087 098 | 007 | 0992 0884 0420
Vehicles2 | Rocket g; 1 9‘;'889 95;5 94@1%%” 0.91 096 099 | 003 | 0998 0474 001
Vegetables | Mushrooms g; 1 9‘;'394 " 9‘;'753[%:_05'25 0.93 098 099 | 002 | 099% 025  0.004
VIT People Baby g; I 9”52 I 959'226 e iﬁ%gg 0.90 092 099 | 006 | 1.0 0912 0.142
Pectrical | Lamp B; I N e RO oo 096 099 | 003 | 1.0 0.566  0.02
Sotural Sea g;I S N Y 092 099 | 006 | 1.0 0968  0.118
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Sample Unlearning

100 100

B Retain set || Forget set B Retain set ! Forget set

~
(&)
‘.4
(&)

Accuracy
4]

o
Accuracy
%))

o

n
[¢)]
n
()]

o
o

Original Retrain Our Original Retrain Our

(a) (b)

Unlearning random samples (50 and 100 samples) from Epileptic
Seizure Data.
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Experiments and Results

Time (Seconds)
= w vl [*)]
o (=] o o
=) =) & o
Time (Seconds)
= [ w B wul 2]
o o o o o o

o
o

. . Amnesiac Our (proxy) Our (random)
Retrained Amnesiac Our (proxy) Our (random) UNSIR hod
Method Metho

Ours (random weights) is ~ 70x faster than retraining
Ours (proxy model) is ~ 20x faster than retraining

Ours (proxy model) is ~ 2x faster than Amnesiac

UNSIR
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Sequential Unlearning

100

Accuracy
(o)} (0)0]
o o

D
(@)

N
o

.Jf

R1 R2 R3

Unlearning Requests

o

—e&—Retrain-R —®—Proposed-R —@—Retrain-F —®—Proposed-F
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Which Unlearning Method to Use?

Classification Problems

unlearning

Fast MU Zero-Shot MU Bad Teacher
Class-level Yes Yes Yes
Unlearning
Random samples No No Yes

Regression Problems:

Deep Regression Unlearning

Unlearning in Generative Al Systems:

Diffusion models: Unlearning or Concealment

LLMs: UnStar
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Other Kinds of Unlearning

Graph Unlearning
Federated Unlearning
Recommender Unlearning
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Summary

Unlearning is a difficult problem in Deep Learning and
Generative Al models.

Depending on the ML model, the unlearning technique
may vary. There is no one universal method for all models.

There are no theoretical bounds or guarantees available
yet.

More rigorous adversarial analysis is required, especially
from the safety perspective.

There is lot of work yet to be done, especially as machine
learning models get widely deployed...
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Source Code is available at:

Fast Yet Effective Machine Learning:

https://github.com/ayushkumartarun/deep-regression-unlearning

Zero-Shot Machine Unlearning:

https://github.com/ayushkumartarun/zero-shot-unlearning

Can Bad Teaching Induce Forgetting? Unlearning in Deep Networks using
an Incompetent Teacher:

https://github.com/vikram2000b/bad-teaching-unlearning

Deep Regression Unlearning

https://github.com/ayushkumartarun/deep-regression-unlearning
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https://github.com/ayushkumartarun/deep-regression-unlearning
https://github.com/ayushkumartarun/zero-shot-unlearning
https://github.com/vikram2000b/bad-teaching-unlearning
https://github.com/ayushkumartarun/deep-regression-unlearning

Thank you!
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