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Convolutional Neural Networks

Convolution !

Input Image, x Activation Map
32x32x3

convolve (slide) over 28
all spatial locations

3 y InputSize — KernelSize + 2Pad
= +
Stride
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Batch Convolutional Layer

N x Cop x H'x W’
Nx CuxHxW Coy~dim bias vector

T Lairer
i

Cou x Cinx Ky x Ky,
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Recap: Fully Connected Layer n

Input Image, x

32x32x3
32 Tnput, x activation
3
W9 — Wx — @7
3072 /‘ 10

Each number is the result of
32 10 x 3072 taking & dot product between
weights row of W and the input (a 3072-

3 i dimensional dot product)
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Convolution Layer n

Input Tmage 6 activation maps, each
sty 6 bias 1x28x28

l

Convolution
Layer

32 >

No. of Parameters
(3X5%5+1)x6=456

2 Stack activations to get a

6x28x28 output image!

w

6 filters, each 3x5x5
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ConvNet n

Input, Image

32x32x3
3 28 24
— — —
Conv Conv
6x3x5x5 12x6x5x5
Rell 28 Rell 24
32 12

6

3
ConvNet is a sequence of Convolution Layers, interspersed with activation functions
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Convolution
Input Image, x Filters always extend the full depth
32x32x3 of the input volume

1 number:

the result of taking a dot product between

the filter and a small 5x5x3 chunk of the
image
(i.e. 5*5*3 = T5-dimensional dot product)

slide over the image spatially, computing dot procucts”
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Batch Convolutional Layer !

Batch of Activation Maps

Batch of T Imag s
g 6bias  2x6x28x28
(]
Convolution
32
Layer
v/
A i
3 .
3 6 filters, each 3x5x5
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Preview: What do convolutional filters learn? !
First-layer conv filters: local image templates
(Often learns oriented edges, opposing colors)
2 .
. i e
HMREZNE=R
Cont i i

AlexNet:
64 filters, each 3x11x11
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Filter-Activation Map !

NEAAEENE

example 5x5 filters (32 total)
We call the layer convolutional

because it is related to
convolution of two signals:

IRRNEAR NS - - 5 5ot oonon
B il -k £ S
.

elementwise multiplication and sum
of a filter and the signal (image)
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Receptive Field of Large Input !

Problem: For large images we need many layers for each output to
“see” the whole image

Input: 15x15 Output: 15x15

Kernel: 3x3

SPaj 1l Solution: Strided Convolutions, Subsampling
uride:
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Pooling layer !

* Makes the representations smaller and more manageable
operates over each activation map independently
224x224x64
112x112x64

— 112
24 - downsampling
112

224
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Why Padding? n

« In general, common to see CONV layers with stride 1, Kernels
of size K X K, and zero-padding with T_ (will preserve size
spatially), e.g.

> zero pad with 1

> pad with 2

> pad with 3

* 32x32 input convolved repeatedly with 3x5 filters shrinks
volumes spatially! (32 -> 28 -> 24 ...). Shrinking too fast is not
good, doesn’t work well.
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Receptive Field with Strided Convolution n
1 = (sy X)) + (k= s1)

Input: 15x15

3x3

B

Output: 2x2

“Kemnel: 3x3 Keencl: 353 Kernel: 3x3
Pad: 0 Pad:0 Pad: 0
Stride: 2 Stride: 2 Stride: 1
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Summary n

» Convolutions are essential to conserve spatial relations in image
* Convolutions use lesser parameters than Linear FC Layers

 Kernel size, padding and stride has an influence on the size of the output
activation

arger receptive ficld is esse
pixels in output layer

tial 1o be able 1o see all of the input image

* Receptive field could be increased by
1. Adding more layers
2. Increasing kernel size
3. Strided Convolution
4. Introducing subsampling layers
« However only the later two are used in practice
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Receptive Field !

* Bach successive convolution adds K - 1 to the receptive field size
With L layers the receptive field size is 1+ L x (K - 1)

Input 7x7 Output 7x7

Kernel: 3x3
Pad: 1
Stride: |
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Max Pooling !

Single depth slice

111124
x max pool with 2x2
51678 filters and stride 2 6
3/2(1|0 34
1,2(3]| 4 « No learnable parameters
« Introduces spatial invariance
Yy
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