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Recap: Convolution Layer a LeNet-5 a

R 6 activation maps, each * First true CNN
put Image . .
e mrm Y

* Introduced fundamental concepts: Convolutional layers, pooling,
fully connected layers

* Designed for handwritten digit recognition.

No. of Parameters
(3X5x5+1)x6=4
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6 filters, each 3x5x5

CNN Architectures
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BITS Pilani
Pilani Campus * Squashes numbers to range [0,1] - Squashes numbers to range [-1,1]

« Historically popular since they have nice interpretation as a
saturating “firing rate” of a neuron

o(z)=1/(1+e7) Saturated neurons “kill” the gradicnts - still kills gradients when saturated

- zero centered (nice)
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Activation Functions




Rectified Linear Unit (ReLU)

* Computes f(x) = max(0,x)
* Does not saturate (in +region)
* Very computationally cfficient

« Converges much faster than sigmoid /tanh in practice (e.g. 6x)
* Not zero-centered output
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Regularization: Data Augmentation
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translation
rotation
stretching
shearing

lens distortions

utor Vision (BITS 1¥159)

Leaky ReLU

* Does not saturate
* Computationally efficient m
* Converges much faster than

sigmoid /tanh in practice! (e.g. 6x)
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f(z) = max(az, z)

backprop into & (parameter)

Automatic Data Augmentation
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Regularization

Regularization: Dropout m
« In each forward pass, randomly set some neurons to zero
* Probability of dropping is a hyperparameter: 0.5 is common

Computer Vision (BITS 1¥159)
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Regularization: Dropout m ImageNet Large Scale Visual Recognition Challenge (ILSVRC) m AlexNet: A Turning Point m

« How can this possibly be a good idea? + A Competition: Held annually from 2010 to 2017, it challenged
researchers to develop algorithms for image classification and
object detection on a massive scale

+ A Dataset: Tt utilized a subset of the TmageNet databas
containing millions of labeled images spanning thousands of
object categories

* A Benchmark: It became the de facto standard for evaluating

* Forces the network to have a redundant representation;

* Prevents co-adaptation of features
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the field using ReL.U activation
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Vanishing Gradient Problem m

Visual Geometry Group’s (VGG) Model

Inception Models

* Emphasized the importance of depth * Bach inception module + As the gradient travels through many . .
i P P consists oFfour operations. layers, it's repeatedly multiplied by the - Early Layers Ignored: The gradients for
* Used small (3x3) convolutional . b derivatives of the activation functions in the early Iayers become so small that they
filters n paralle = — each layer. effectively stop learning. These layers,
. fine-grain details * Ixl conv layer — « Many Layers, Many Multiplications: The which arc often responsible for learning
‘aptures fine-grain detail + 3x3 conv layer L nore layers & network has, the more fundamental features, are left unt
+ Can learn more complex & abstract « 5x5 conv layer ordsimbedscian multiplications oceur. - Training Stalled: The network may
features ! [ —— Godsee i converge very slowly, get stuck in poor
Us max pooling local minima, or fail to converge
« Uses fewer parameters . . .
- =3 * makes it possible to use altogethe . 3 ) .
* With more layers, there are more £ 4 filters of multiple sizes - lemndl bl;un:mgd Capacity: kl he full
opportunities for non-linear 25 without increasing the potential of the ‘decp metwork is not
At depth of th Kk realized, as the ecarly layers don't
activations lepth of the networl contribute  cffectively to the learning
+ Can extract features at Wt ) PO
What if want features at different level of details multiple scales
simultancously |
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ResNet ImageNet Large Scale Visual Recognition Challenge (ILSVRC) winners ! Transfer Learning with CNNs !

Revolution of Depth” L. Train on Imagenet 2. Small Dataset, (C classes

Bigger dataset

* ResNet helps to build deeper neural 28.2 [re ]
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Monitoring Training Performance - MobileNet

Train « Depthwise separable convolutions:
1 Va * Depthwise Convolution: Applies a single
filter to each input channel et Comition
z 3 independently. This is like performing E r
H H B spatial convolution on each channel . ¥
< 2 separately.
+ Pointwise Convolution: U 1
convolutions to combine the outputs of seane
the depthwise convolution. This is like a - =
“mixing' step to create new features.
Time Time Time * MobileNets are designed to be
. o) val ! ) small, fast, and power-efficient. . THANK YOU
Accuracy still going uge train / val 8ap No gap between train / They prioritize speed and low § e
up, you need to means overfitting! val means underfitting: memory usage over absolute top <
train longer Increase regularization,  train longer, can usc a accurac BITS Pilani
et more data g n mpus
g bigger model P
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https://youtu.be/vVaRhZXovbw?si=bUfg1EghtXno7rPX

