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• Label each pixel in the 
image with a category
label

• differentiate 
instances, only care
about pixels

Semantic Segmentation

Sky

Cow

GrassGrass

Cat

Sky
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• To identify and locate objects in images or videos

• Image recognition labels an image, while object detection identifies
objects and their locations

• Object detection models can identify multiple objects in an image,
while image classification models can only assign one label

• Applications:
• Medical imaging

• Self-driving cars

• Video surveillance

• Face detection

• Pedestrian detection

•

Object Detection
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Class 
Scores 
Cat: 0.9

Dog: 0.05
Car: 0.01
...
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Fully 
Connected: 

4096 to 
1000

Box 
Coordinates

(x, y, w, h)

Fully 
Connected: 
4096 to 4

Softmax 
Loss

L2 Loss

Correct label: Cat

+Multitask Loss

Classification + Localization

Object Detection

x, y

h

w

Treat localization as a regression problem!
Correct box: 

(

Cat
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CAT: (x, y, w, h)

DOG: (x, y, w, h)
DOG: (x, y, w, h)
CAT: (x, y, w, h)

DUCK: (x, y, w, h)
DUCK: (x, y, w, h)

4 numbers

12 numbers

Many 
numbers!

Object Detection: Multiple Objects

Each image needs a different number of outputs!

Computer Vision (BITS F459) M/W/F-2 PM, 6108 @ BITS Pilani L-14 (07-02-2025)                    6

• Apply a CNN to many different crops of the image, CNN classifies each
crop as object or background

• Problem: Need to apply CNN to huge number of locations, scales, 
and aspect ratios, very computationally expensive!

Object Detection: Multiple Objects

Dog

Cat

Background
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•

• Have a high recall, meaning it aims to find as many potential object 
locations as possible, even if it means including some false positives.

• Relatively fast to run; e.g. Selective Search gives 2000 region proposals in a 
few seconds on CPU

Region Proposals: Selective Search

Alexe objectness

Uijlings

Binarized normed gradients for objectness
2014
Zitnick
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Region based CNN (R-CNN)

Input 

Image

Conv 
Net

Conv 
Net

Conv 
Net

SVMs

SVMs

SVMs

Forward each region 
through ConvNet 
(ImageNet-pretranied)

Classify regions with 
SVMs

Girshick et al, feature hierarchies for accurate object detection and semantic CVPR 2014.

Regions of Interest (RoI) 
from a proposal method (~2k)

Warped image regions 
(224x224 Pixels)

Bbox reg

Bbox reg

Bbox reg

Predict to the RoI: 4 numbers: (dx, dy, dw, dh)

Problem: Very slow Need to
do ~2k independent forward
passes for each image!

Idea: Pass the image through
convnet before cropping!
Crop the conv feature
instead
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ConvNet

Input Image

Crop + Resize features

Linear + 
softmax

FCs

Regions of 
Interest (RoIs) 
from a proposal 
method

Linear Box offset

Fast R-CNN

-CNN

- 2015

Using a Backbone 
network run whole 
image through 
ConvNet like:

AlexNet, VGG, 
ResNet, etc

Object category
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Max-pool

within each

subregion

Input Image

3 x 640 x 480

CNN

Girshick, R- ICCV 2015.

Project proposal onto features
to 

grid cells Divide into 2x2 grid of
(roughly) equal
subregions

Region features 

In eg here: 512 x 2 x 2;

In practice: 512 x 7 x 7

Region features always the 
same size even if input

regions have different sizes!
Problem: Region features slightly misaligned

Cropping Features: RoI Pool

Image features:

Cx H x W 

512 x 8 x 7
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Input Image

3 x 640 x 480

CNN

-

Project proposal onto features

Sample at regular points in each 

subregion using bilinear interpolation

Feature fxy for point (x, y) 
is a linear combination of 
features at its four 
neighboring grid cells

Cropping Features: RoI Align

Image features: 

C x H x W 

512 x 8 x 7

f11∈R512

(x1,y1)

f21∈R512

(x2,y1)

f12∈R512

(x1,y2)

f22∈R512

(x2,y2)

(x,y)
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R-CNN vs Fast R-CNN

.

-

Problem:
Runtime dominated
by region proposals!
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• Insert CNN based Region 
Proposal Network (RPN) to 
predict proposals from 
features on GPU, reducing 
proposal time to ms.

• Improved speed and 
accuracy of the model

• Otherwise same as Fast R-
CNN: Crop features for each 
proposal, classify each one

Faster R-CNN: Make CNN do proposals!

Ren et al, R-CNN: Towards Real-Time Object Detection with Region Proposal NIPS 2015
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Region Proposal Network

CNN

Input Image

(e.g. 3 x 640 x 480)

Image features

(e.g. 512 x 8 x 7)

Imagine an anchor box of fixed size 
at each point in the feature map

Conv

Anchor is an 
object?

1 x 8 x 7

At each point, predict 
whether the corresponding 
anchor contains an object 

(binary classification)
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Region Proposal Network

CNN

Input Image

(e.g. 3 x 640 x 480)

Image features

(e.g. 512 x 8 x 7)

Conv

Anchor is an 
object?

1 x 8 x 7

For positive boxes, also 
predict a corrections from 
the anchor to the ground-

truth box (regress 4 
numbers per pixel)

Box

Corrections

4 x 8 x 7

Imagine an anchor box of fixed size 
at each point in the feature map
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Region Proposal Network

CNN

Input Image

(e.g. 3 x 640 x 480)

Image features

(e.g. 512 x 8 x 7)

Conv

Anchor is an 
object?

K x 8 x 7

Sort the K x 8 x 7 boxes by 
objectness

take top ~300 as our 
proposals

Box 
transforms 

4K x 8 x 7

In practice use K different

anchor boxes of different

size / scale at each point
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R-CNN Inference Time Comparison

Thank You
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Reference: Lecture Notes of Fei-Fei Li, Ehsan Adeli


