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Recap: Faster R-CNN

Faster R-CNN is a
Two-stage object detector

First stage: Run once per image
- Backbone network
- Region proposal network

Second stage: Run once per region
- Crop features: RoI pool / align

- Predict object class
- Prediction bbox offset

Do we really need the second stage?
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You Only Look Once (YOLO)

Imagine a set of base boxes 
centered at each grid cell 

Here B = 3

Input image 

3 x H x W Within each grid cell:

- Regress from each of the B 
base boxes to a final box 
with 5 numbers:
(dx, dy, dh, dw, 
confidence)

- Predict scores for each of 
C classes (including 
background as a class)

- Looks a lot like RPN, 
but category-specific!

Output:
7 x 7 x (B x 5 + C) Once: Unified, Real- 2016

Divide image into grid 7 x 7

BB+ Confidence

Class Probability Map
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• Multiple convolution map to deal with different scales

• Additional convolutional feature layers that decrease in size progressively, 
allowing predictions at multiple scales

• Comparable accuracy to SOTA but much faster

• Compartively YOLO uses only single scale feature map 

Single Shot MultiBox Detector (SSD)

-Shot MultiBox
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• RetinaNet incorporates a Feature Pyramid Net (FPN) as its backbone 
architecture
• Enhances ability to detect objects at different scales effectively

• Remedies for loss of detail in deep layers

• Deeper layers capture high-level semantic information but at a lower spatial resolution 

• Earlier layers preserve spatial details but contain less semantic information

• Focal Loss to tackle the class imbalance problem during training
• Address the class imbalance problem between the number of easy-to-classify 

background boxes and the relatively few hard-to-classify foreground boxes

RetinaNet
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Feature YOLO (e.g., YOLOv5) SSD (e.g., SSD512) RetinaNet

Approach Regression Regression with anchor boxes Focal Loss with anchor boxes 

Architecture Single pass through image (grid-based) Multi-scale feature maps, anchor boxes 
Feature Pyramid Network (FPN), anchor 

boxes 

Speed Very Fast Fast Fast 

Accuracy 
Generally lower than RetinaNet, improved 

with newer versions 
Moderate, good for various object sizes High, especially for dense objects 

Object Scales 
Can struggle with small, overlapping 
objects (improves in later versions) 

Good handling due to multi-scale features Excellent handling due to FPN 

Complexity Relatively Simple Moderate More complex 

Anchor Boxes Implicit (grid cells) Explicit, various sizes and aspect ratios 
Explicit, dense, various sizes and aspect 

ratios 

Loss Function 
Custom loss (combining localization and 

classification) 
Custom loss (similar to YOLO) Focal Loss (addresses class imbalance) 

Key Innovation Speed Multi-scale features Focal Loss for one-stage detection 

Strengths Real-time performance, fast inference Good balance of speed and accuracy High accuracy, especially for dense scenes 

Weaknesses 
Lower accuracy compared to two-stage 

detectors, struggles with small/overlapping 
objects (improves in later versions) 

Can be less accurate than RetinaNet for 
some scenarios 

More complex to implement than YOLO 
or SSD 

Use Cases 
Real-time applications, video processing, 

robotics 
General object detection tasks 

Dense object detection, crowded scenes, 
high accuracy requirements

Comparison
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• Provides pixel-level annotations (segmentation masks)

• While newer, larger datasets exist, PASCAL VOC remains a 
valuable resource, particularly for educational purposes and for 
quickly prototyping new models. It provides a good starting point 
before moving on to more complex datasets.

Pattern Analysis, Statistical Modelling, and Computational 
Learning Visual Object Classes (PASCAL VOC)
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A large-scale object 
detection, segmentation, and 
captioning dataset. COCO 
has several features:

• Object Segmentation

• Recognition in context

• 330K images (>200K labeled)

• 1.5 million object instances

• 80 object categories

• 91 stuff categories

• 5 captions per image

• 250,000 people with keypoints

Common Objects in Context (COCO) Dataset 2017
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• Measures the overlap between two 
bounding boxes: the predicted bounding 
box and the ground truth bounding box

• IoU =
Area of Intersection

Area of Union

Intersection over Union (IoU) 

F-Score 2 ×Area of Intersection
Total Area
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• A threshold is set, and if the IoU between a predicted box and a 
ground truth box is above this threshold 𝛼, the detection is 
considered correct.

• IoU is the primary metric used to determine if a detection is 
considered a "true positive" or a "false positive." 

• Assuming a threshold of 𝛼 = 0.5

Using Intersection over Union (IoU) 

IoU = 0.96 IoU = 0.00 IoU = 0.25

True Positive False Negative False Positive

Ground 
Truth

Detection
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• IoU is the ratio of the intersected area to the combined area of 
prediction and ground truth

IoU in Image Segmentation

𝐼𝑜𝑈 =
𝑇𝑃

(𝑇𝑃 + 𝐹𝑁 + 𝐹𝑃)
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Average Precision:

• Area under the precision-
recall curve

• Average Precision (AP) is 
calculated class-wise

Mean Average Precision (mAP)

Mean Average Precision or 
mAP is the average of AP 
over all detected classes

• 𝑚𝐴𝑃 =
1

𝑛
σ𝑘=1
𝑛 𝐴𝑃𝑘

• 𝑛 is the number of classes

• 𝐴𝑃𝑘 is the AP of class 𝑘

• Allows comparison between 
different models

• A higher mAP generally 
indicates a better model
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Precision: measures the
proportion of predicted
positives that are actually
correct. Defined as:

𝑃 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃

=
𝑇𝑃

𝑇𝑜𝑡𝑎𝑙 𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛𝑠

Precision and Recall

Recall: Measures the
proportion of actual positives
that were predicted correctly.
Defined as:

𝑅 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁

=
𝑇𝑃

𝑇𝑜𝑡𝑎𝑙 𝐺𝑟𝑜𝑢𝑛𝑑 𝑇𝑟𝑢𝑡ℎ𝑠
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Calculating mAP: Example

Ground Truth YOLOv5 Nano Model Predictions

Truck Dog Person Teddy

1 12 2 1

Truck Dog Person Teddy Sheep

1 7 1 3 1
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1. Begin with an object category

2. Record every detection along with the Confidence score

3. The IoU threshold, 𝛼 is set at 0.5

Calculating mAP: Step 1 (Compute IoU)
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• Sort the table in descending order 
of confidence

• Tabulate cumulative TP and FP 

• Calculate row-wise P and R

• Plot P vs R curve

Calculating mAP: Step – II (Calculate P and R)

Pred. Conf Matches
Cumulative

TP
Cumulative 

FP
Precision Recall

0.92 TP 1 0
1

1 + 0
= 1

1

12
= 0.08

0.91 FP 1 1
1

1 + 1
= 0.5

1

12
= 0.08

0.88 TP 2 1
2

2 + 1
= 0.66

2

12
= 0.16

0.86 FP 2 2
2

2 + 2
= 0.5

2

12
= 0.16

0.77 TP 3 2
3

3 + 2
= 0.6

3

12
= 0.25

0.63 TP 4 2
4

4 + 2
= 0.66

4

12
= 0.33

0.58 TP 5 2
5

5 + 2
= 0.71

5

12
= 0.41
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• Introduced in the 2007 PASCAL VOC challenge. 
Precision values are recorded across 11 equally spaced 
Recall values

• Precision values are interpolated across 11 Recall 

• Interpolated Precision is the maximum Precision 
corresponding to the Recall value greater than the 
current Recall value

• 𝐴𝑃 =
1

11
× 𝑆𝑢𝑚 11 𝑝𝑜𝑖𝑛𝑡 𝑖𝑛𝑡𝑒𝑟𝑝𝑜𝑙𝑎𝑡𝑒𝑑 𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛

=
1

11
× 1× 1+ 4 × 0.71 + 6 × 0

=
1

11
× 3.84

= 0.349
= 34.9%

Calculating mAP: Step-III (11 Point Interpolation) 
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• In the example above, we have 5 classes. Therefore, the 
calculated mAP is

𝑚𝐴𝑃 = 1
5
× 0.349 + 0.545 + 0 + 1 + 0.5

= 0.4788
= 47.88%

• mAP@0.5 is 47.88%

Calculating mAP: Final Step

Class Dog Person Sheep Truck Teddy

AP 0.349 0.545 0.00 1.00 0.5
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Reference: Lecture Slides of Prof. Leal-Taixé


