
19-02-2025

1

BITS Pilani
Pilani Campus

Hardik Jain
Department of Computer Science and Information Systems

Birla Institute of Technology and Science

Feature Detection and Matching 
Computer Vision (BITS F459) M/W/F-2 PM, 6108 @ BITS Pilani L-17 (14-02-2025)                    2

• The ability to match image structures (i.e. 
say whether regions from two images 
capture the same underlying object) is an 
important primitive in computer vision.

• To be able to match structures its 
essential to find correspondence between 
images

• Successful matching enables us to 
establish correspondences across views: to 
find pairs of regions for which "this bit" in 
one image matches "that bit" in another.

Motivation
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• Object Recognition: Identifying objects in images or 
videos by comparing their features to those of known 
objects

• Image Stitching: Creating panoramic images by 
aligning and blending multiple overlapping images

• 3D Reconstruction: Feature matching helps establish 
correspondences between points in different images, 
enabling 3D reconstruction algorithms

• Object Tracking: Following objects in videos by 
detecting and matching their features across frames

• Image Retrieval: Searching for images similar to a 
query image in a large database

• Augmented Reality: Overlaying virtual objects onto 
real-world scenes

Applications
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Distinctive characteristics or patterns extracted from an image that represent its content 
in a way that's useful for various computer vision tasks

Image Features

Low-Level Features Mid-Level Features High-Level Features

Basic image properties
- Edges: boundaries between 

objects or regions.
- Corners: Distinctive points 

where edges meet.
- Blobs: Regions of similar 

color or intensity.
- Texture: Describes the local 

variations in pixel 
intensities.

- Color: Represents the color 
content of an image region. 
Histograms or color moments 
can be used.

More complex than low-level 
features and often combine 
them.
- Saliency: Regions of an image 

that are visually distinct or 
attention-grabbing. 

- Shape: Describes the outline 
or form of an object or 
region. 

- Object Parts: Components of 
an object (e.g., eyes, nose, 
mouth for a face)

Represents more abstract 
concepts and are often task-
specific.
- Object Recognition: 

Features that indicate the 
presence of a specific object.

- Scene Understanding: 
Features that describe the 
overall scene.

- Semantic Segmentation: 
Features that label each pixel 
in an image with its 
corresponding object class.
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• Localized feature that are at a specific locations in the images that are 
particularly informative. Such as mountain peaks, building corners, 
doorways, or interestingly shaped patches of snow

• Described by the appearance of pixel patches surrounding the point 
location

• Feature detectors are algorithms that identify these distinctive keypoints

Keypoint Features
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• Distinctiveness: Keypoints should be easily distinguishable from 
their surroundings. This allows them to be reliably identified 
even in different images or under varying conditions. 

• Locality: Keypoints should be localized to specific regions in the 
image. This allows for precise matching and analysis. 

• Stability/Robustness: Keypoints should be robust to changes in 
viewpoint, scale, illumination, and other image transformations. 
They should be consistently detectable even if the image is 
slightly altered. 

• Quantity: A sufficient number of keypoints should be detected 
to provide a good representation of the image content. However, 
too many keypoints can be computationally expensive.

Characteristics of Good Feature Detectors
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• Representation of the visual content of an image region or a keypoint. 

• It's a way to encode the local appearance or characteristics of that 
region into a format that can be compared or used for further 
analysis.  

• Good descriptors are designed to be robust to changes in lighting, 
viewpoint, scale, and other image transformations

Feature Descriptors

Input image Detected Keypoints Keypoint Descriptors
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• The simplest way to describe a 
patch of N pixels in an image is 
just to store the intensity values.

• Patches can then be compared 
directly using (unnormalised) 
cross-correlation (CC) to find a 
match.

• Unnormalised cross-correlation is 
sensitive to lighting changes, so 
raw intensity patches would not 
support robust matching under 
this similarity measure.

Intensity Patches

patch Intensity values match score

original 

image

brightness CC (cosine) to

decreased original: 0.26

contrast CC (cosine) to

increased original: 0.38
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• Brightness changes are essentially changes in
the mean brightness value. While the mean
changes, the distribution of the intensity
values around the mean stays the same.

• By giving the intensity values a zero mean,
they become relatively immune to brightness
change:

𝜇 =
1

𝑁
σ𝑥,𝑦 𝐼(𝑥, 𝑦) , 𝑍 = 𝐼 𝑥, 𝑦 − 𝜇

• However, the intensity values are still
affected by contrast changes. A contrast
change is essentially a change in the variance
of the distribution of the intensity values
around the mean.

• To deal with contrast all that is required is
to divide each value by the standard
deviation of the intensity value distribution

𝜎2 =
1

𝑁
σ𝑥,𝑦𝑍 𝑥, 𝑦 2 , 𝑍𝑁 𝑥, 𝑦 =

𝑍 𝑥,𝑦

𝜎

Zero-Normalised Intensity Patches

original 

image

brightness 

decreased

contrast 

increased

CC with original 

image: 0.999...

CC with original 

image: 0.97

patch ZN intensity values match score

The size of the descriptor grows with the size of the
patch, and thus can be quite big. 
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Pixel gradients of a region are binned 
together into a "histogram of oriented 
gradients (HOG)"

1. Resize the region to 64 × 128

2. Compute Horizontal 𝐺𝑥 and Vertical 
𝐺𝑦 using Sobel operator

3. Calculate:

• Strength or Magnitude = 𝐺𝑥
2 + 𝐺𝑦

2

• Orientation or direction = arctan
𝐺𝑦

𝐺𝑥

Histogram of Oriented Gradients

𝐺𝑥 𝐺𝑦 𝐺𝑥
2 + 𝐺𝑦

2
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4. Divide the resized region into 8 × 8 cells

5. For each cell create a histogram of gradient orientations

6. Each pixel in the cell contributes to the histogram bin
corresponding to its gradient orientation. The contribution is
weighted by the gradient magnitude.

Histogram of Oriented Gradients

0 20 40 60 80 100 120 140 160

22.40.6
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7. Group cells into overlapping blocks of 2 × 2 cells, such that
there are 7 × 15 blocks

8. For each block normalize the 36 × 1 histograms, to reduce the
effect of variations in illumination

9. Concatenate the normalized Histograms of each block to form a
single feature vector of size 3780 × 1 , which would be HOG
descriptor of the region

HOG is built using gradients/edges (which are robust to
contrast and brightness changes) and can be detected at
different scales, and also incorporate discriminative orientation
data.

Histogram of Oriented Gradients
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• The highest peak in the Histogram of Oriented Gradient will
approximate the dominant orientation.

• We can use this orientation to estimate the rotation of a
keypoint, and then normalise to achieve rotation invariance.

• If there is no clear maximum, then the keypoint is given several
dominant orientations (i.e. several copies of the keypoint with
different orientations are used.)

Dominant Orientation

HOG

Clear Maximum

Dominant orientation
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•The Scale-Invariant Feature Transform (SIFT)
algorithm is a powerful technique for detecting and
describing local features in an image

•These features are robust to changes in scale, rotation,
and affine transformations, making SIFT descriptors
highly useful for various computer vision tasks. SIFT
Descriptors are computed in the following stages:
1. Keypoint Detection

2. Orientation Assignment

3. Descriptor Computation

SIFT
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SIFT: Keypoint Detection

• A scale-space representation of the image
is built: by creating a set of blurred
images by convolving the original image
with Gaussian filters at different scales

• The Difference of Gaussians (DoG)
images are then computed by subtracting
adjacent blurred images in the scale
space

• Local maxima and minima are identified
in the DoG images. These extrema
represent potential keypoints that are
stable across different scales
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• Gradient Calculation: For each keypoint, the gradient magnitude
and orientation are calculated in its neighborhood.

• Orientation Histogram: A histogram of gradient orientations is
created, with each bin representing a range of orientations.

• Dominant Orientation: The bin with the highest magnitude in
the histogram is selected as the dominant orientation of the
keypoint. This orientation is used to achieve rotation invariance.

SIFT: Orientation Assignment 

Dominant Orientation
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• Neighborhood Region: A 16x16 pixel region around the
keypoint is considered for descriptor computation.

• Gradient Calculation: The gradient magnitude and
orientation are calculated for each pixel in this region.

• Orientation Histogram: The region is divided into 4x4
subregions, and the directions are binned into a
histogram weighted by their magnitude and a Gaussian
window with a 𝜎 of 0.5 times the scale of the keypoint
at the centre of the patch.

• Descriptor Vector: These histograms are concatenated
to form a 128-dimensional feature vector, which is the
SIFT descriptor.

• Normalization: The descriptor vector is normalized to
ensure robustness to changes in illumination.

SIFT: Descriptor Computation

Computer Vision (BITS F459) M/W/F-2 PM, 6108 @ BITS Pilani L-17 (14-02-2025)                    18

• Descriptor size: If the bins are centred on 𝑑 directions (typically 8)
in each of 𝑐 cells (typically 16), the resulting descriptor is a 𝑑 ×
𝑐 vector (typically 128D)

• Distinctiveness: SIFT descriptors are highly distinctive, meaning
they are likely to be unique for different keypoints.

• Invariance: They are invariant to changes in scale, rotation, and
affine transformations, making them robust to various image
distortions.

• Locality: SIFT descriptors capture local image information around
keypoints, making them suitable for object recognition and
matching. and then renormalising.

The SIFT Descriptor
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Feature 
Descriptor

Lighting 
Invariance

Viewpoint 
Invariance

Scale 
Invariance

Affine 
Invariance

Intensity Patches No No No No

Zero-Normalized 
Intensity Patches

Somewhat No No No

Histogram of 
Oriented 

Gradients (HOG)
Somewhat Somewhat No No

SIFT Yes Yes Yes Yes

Invariance of different Feature Descriptors
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• A good match is usually defined as one which is a small distance away in feature 
descriptor space (d = 128 for SIFT) as measured by Euclidean distance, 𝐸(𝒙, 𝒚)

𝐸 𝑥, 𝑦 = ෍

𝑖=1

𝑑

𝑥𝑖 − 𝑦𝑖 2

• One way of solving the correspondence problem is to search through all the
keypoint descriptors in the database images for the best match of a query feature.

• Data structures can be used to organise data such that it is more efficient to
store, access and search.

• The simplest data structure is a list of items, such as an array of numbers, 
traversed with linear search. Another solution is to use tree-based data structures 
such as k-d trees to tackle the problem of nearest neighbour retrieval.

Matching Descriptors
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