Training RNNs !

« Forward through entire sequence to compute loss

« Then backward through entire sequence to compute gradient:

« treating each time step as a separate layer

« gradient at each time step, considers the dependencies from previous steps
« Referred to as Backpropagation through time (BPTT)
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Vanilla RNN Gradient Flow - Gradient Problem in RNN -
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Vanilla RNN Gradient Flow : !
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Truncated Backpropagation through time -

Run forward and backward through chunks of
the sequence instead of whole sequence
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Truncated Backpropagation through time !
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Long Short Term Memory (LSTM) -

@1 « Gates: Control the flow of
information into and out of the cell
«| f: Forget gate
what information from the previous cell
state should be discarded

what new information should be stored
in the cell.

w!a( part 0! the cell state should be
exposed as the hidden state

The dedicated cell state acts as a
memory unit that can preserve
information over long time steps
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Truncated Backpropagation through time !
« At any step look for only for last k tlmestamps
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LSTM: Gradient Flow -

Uninterrupted gradient flow!
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Vanilla RNN vs LSTM !

Vanilla RNN LSTM
- Gates and Memory Cell
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Gated Recurrent Unit (GRU)

« Simplified version of LSTM with fewer
parameters and two gates, combining
memory cell and hidden state.

« The Two gates include:

+[Update gate
determines how much of the previous hidden
state to keep

. #o = 0(Warzy + Wirhe_y + by)
!etermmes how much of the previous hidden = = o(Woory + Wiohy_y + b2)
state to forget

« Balances complexity and performance,

often as effective as LSTMs but with
faster training times.
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Neural Architecture Search (NAS)

« Framed the architecture search process as a reinforcement
learning (RL) problem

Cell they found LSTM cell
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Summary !

Vanilla RNNs are simple but don’t work very well

LSTM GRU
v Overcomes the vanishing gradient v Simpler and faster to train than
problem. LSTMs.
v Effective at capturing long-term v* Effective at capturing
dependencies. dependencies without as much
«» More complex and computational overhead.
computationally intensive than < May not perform as well as
standard RNNs. LSTMs on very complex
< Requires careful tuning of sequences.
hyperparameters. < Requires empirical testing to
determine suitability for specific
tasks.
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