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• Face Detection: Identifying the presence and location of one or 
more faces in an image or video in the form of a BB around the 
detected face

• Face Recognition: Identifying or confirming the identity of an 
individual using their face

• Common challenges: 
• Pose variation

• Lighting

• Occlusion

• Image Quality

The Ubiquity of Faces
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• Treat each window in the image like a vector, x

• Test whether x matches some in the database 
• SSD=(yj - x)2

• Cross-Correlation (CC)

• Normalized CC

• Zero Mean NCC

• When viewed as vectors of pixel values, 
face images are extremely high-dimensional
• 100x100 image = 10,000 dimensions

• Slow and lots of storage

Face Detection: Simple Idea
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Face Detection Techniques 
(Classical)
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• The algorithm is trained on a lot 
of positive and negative face 
images 

• Uses a variety of Haar features 
that are sensitive to edge or lines 
in texture

• Uses a pre-processed 
representation in the form of 
integral images to dramatically 
speed up the computation

• Uses AdaBoost:  that selects the 
most discriminative features and 
combines them into a strong 
classifier

Haar Cascades

Viola and Rapid Object Detection using a Boosted Cascade of Simple 
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• Slide a window across the image, equalize histogram

• Compute HOG features from each window

• HOG focuses on edge information, essential for capturing face 
features:
• Direction of gradient

• Magnitude of gradient

• Feed these features to SVM for classification

• HOG is relatively robust to small geometric variation in facial 
pose and lighting

HOG (Histogram of Oriented Gradients)
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Face Detection Techniques 
(Deep Learning)
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• Framework developed as a
solution for both face
detection and face
alignment

• Image is resized to
different scales to build a
image pyramid

• Employs a three-stage
cascaded architecture for
accurate face detection

Multi-task Cascaded Convolutional Networks

Zhang, Kaipeng, et al. "Joint face detection and alignment using multitask cascaded convolutional networks." IEEE signal processing letters 23.10 (2016).
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• A shallow fully convolutional network (FCN) is used to obtain 
candidate windows and their bounding box regression vectors

MTCNN: Proposal Network
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• All candidates from the P-Net are fed into the Refine Network

• R-Net further reduces the number of candidates, performs 
calibration with bounding box regression and employs non-
maximum suppression (NMS) to merge overlapping candidates

MTCNN: Refine Network
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• Similar to R-Net but aims to describe face in more details and 
left eye, right eye, 

nose, left mouth corner and right mouth corner.

• A third CNN, more complex than the others, to further refine 
the result and output five facial landmark positions

MTCNN: Output Network
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The network is trained using a multi-
task learning approach

• Face Classification: Determining if a
region contains a face or not, Cross
Entrophy Loss

• Bounding Box: Adjusting the
bounding box coordinates to
accurately enclose the face, Euclidean
Loss

• Facial Landmark Localization:
Predicting the locations of key facial
landmarks, Euclidean Distance

MTCNN: Loss Function
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• Single-shot, multi-level face localisation method which enables 
the detection of small faces through hierarchical processing 
using a feature pyramid

RetinaFace

RetinaFace: Single-stage Dense Face Localisation in the Wild
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RetinaFace Output
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• Labeled Faces in the Wild (LFW, 2008): 13,233 images of faces 
collected from the web. Consists of the 5749 identities with 1680 
people with two or more images.

• CASIA-WebFace (2014): 494,414 face images of 10,575 real 
identities collected from the web

• VGGFace2 (2018): contains images from identities spanning a 
wide range of different ethnicities, accents, professions and ages.

• MS-Celeb-1M (2016): 100K identities, and each identity has 
about 100 facial images.

Datasets

Huang, Gary B., et al. "Labeled faces in the wild: A database forstudying face recognition in unconstrained environments." Workshop on faces in'Real-Life'Images: 
detection, alignment, and recognition. 2008.
Yi, Dong, et al. "Learning face representation from scratch." arXiv preprint arXiv:1411.7923 (2014). 
Cao, Qiong, et al. "Vggface2: A dataset for recognising faces across pose and age." 2018 13th IEEE international conference on automatic face & gesture recognition.
Guo, Yandong, et al. "Ms-celeb-1m: A dataset and benchmark for large-scale face recognition." ECCV 2016.
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Face Recognition
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• Collect 𝑚 Face images 𝐼𝑖, resize, grayscale and vectorize the images 𝐽𝑖

• Compute mean 𝜇 and calculate difference images Ω𝑖 = 𝐽𝑖 − 𝜇

• Form covariance matrix 𝐶 = 𝐴𝑇𝐴, where 𝐴 = [Ω1 , … , Ω𝑚]

• Perform eigenvalue decomposition:
• Eigenvectors represent the principal components of the face data the directions of greatest 

variance. 

• Eigenvalues indicate the importance of each eigenvector.

• Sort the eigenvectors in descending order based on their corresponding 
eigenvalues

• Eigenfaces: Select the top 𝑘 eigenvectors, 𝑘 < 𝑚 to represent the dataset

• Project Faces onto the Eigenspace: Project each training face image 𝐼𝑖 onto 
the eigenspace spanned by the selected eigenfaces to obtain a weight vector 
𝜔𝑖

EigenFaces: Training
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• Preprocess the test image 𝐼𝑡 using the same steps as during 
training. Obtain its weight vector 𝜔𝑡.

• Compare the weight vector of the test image 𝜔𝑡 to the weight 
vectors 𝜔𝑖 of all the training images.

• Eigenfaces reduce the problem of face recognition from 
comparing high-dimensional images to comparing low-
dimensional weight vectors, making the process much more 
efficient.

EigenFaces: Detection
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• Unlike a conventional CNN, the Siamese Network does not 
classify the images into certain categories or labels, rather it 
only finds out the distance between any two given images

• Consists of two or more identical Neural Networks that share 
the same weights, also known as Sister Networks

Siamese Networks
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• For a pair of images, lower-dimensional feature vectors are 
computed.

• A distance function is used to calculate the distance (or 
similarity) between these embeddings.

• Loss function is designed to minimize the distance between 
embeddings of positive pairs and maximize the distance between 
embeddings of negative pairs.

Siamese Networks

Bromley, Jane, et al. "Signature verification using a" siamese" time delay neural network." Advances in neural information processing systems 6 (1993)
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• A pair of images (𝑥₁, 𝑥₂) and a label 𝑦 indicating whether the pair is 
similar (𝑦 = 0) or dissimilar (𝑦 = 1).

• f(x₁) and f(x₂) are the embeddings of the two images.

• ||f(x₁) - f(x₂)|| is the distance between the embeddings (usually 
Euclidean distance).

• m is the margin, a hyperparameter that defines the desired 
minimum distance between dissimilar pairs.

• 𝐿 =
(1−𝑦)

2
× ||𝑓(𝑥₁) − 𝑓(𝑥₂)||² +

𝑦

2
× max(0,𝑚 − ||𝑓(𝑥₁) − 𝑓(𝑥₂)||²)

Siamese Networks: Contrastive Loss

Chopra et. al. "Learning a similarity metric discriminatively, with application to face verification." IEEE CVPR 2005.

For similar pairs
Penalize if distance between 

similar pairs is large

For dissimilar pairs
Penalize if distance between 

pairs is smaller than margin, m
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• FaceNet uses deep CNN to learn an embedding, a vector 
representation, for each face image. This embedding is designed 
such that:
• Faces of the same person are mapped to points that are close together 

in the embedding space. 

• Faces of different people are mapped to points that are far apart.

FaceNet

Schroff et al. "FaceNet: A unified embedding for face recognition and clustering," IEEE CVPR 2015.
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• Considers triplets instead of pairs
• Anchor (A): A base image

• Positive (P): An image of the same person as the anchor

• Negative (N): An image of a different person than the 
anchor.

• 𝐿𝑡𝑟𝑖𝑝𝑙𝑒𝑡 = max(0, ||𝑓(𝐴) − 𝑓(𝑃)||² − ||𝑓(𝐴) − 𝑓(𝑁)||² + 𝑚)

• Aims to make the distance between the anchor 
and positive embeddings smaller than the 
distance between the anchor and negative 
embeddings by at least the margin m.

FaceNet: Triplet Loss

Schroff et al. "FaceNet: A unified embedding for face recognition and clustering," IEEE CVPR 2015.
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