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Recap: ImageNet ILSVRC'

28% AlexNet, 8 layers
26% ;

V4 ZF, 8 layers
/ /
/ VGG, 19 layers
/ _/ /
/ /" GoogLeNet, 22 layers
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/’J ResNet, 152 layers
(Ensemble)

/" SENet

Human error

100% accuracy and reliability nof realistic

B Traditional computer vision
B Dcep learning computervision

2010 2011 2012 2013 2014 2015 2016 2017

@ (2009) 22K category, 14M images
@ Challenge 1000 class, 1431167 images
@ HoG, LBP, SVM ...

1 Imagenet large scale visual recognition challenge http://www.image-net.org/challenges/LSVRC/
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GooglLeNet 2

@ Recall scale invariance in SIFT

@ Multiple filters of different size is a
good idea od
o With W x H x Dinputand Fx Fx D &
Filter and S = 1 and no padding, y
output is of size
(W—-F+1)x(H-F+1)
@ Eachvalue needs F x F x D
computation

2Cite: 17022, Going deeper with convolutions, Szegedy, Christian and Liu, Wei and Jia, Yangqing and Sermanet, Pierre
and Reed, Scott and Anguelov, Dragomir and Erhan, Dumitru and Vanhoucke, Vincent and Rabinovich, Andrew, In: Proceedings

of the IEEE conference on computer vision and pattern recognition pages 1-9, CVPR-2015
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GooglLeNet 2

@ Recall scale invariance in SIFT

@ Multiple filters of different size is a
good idea od

o With W x Hx Dinputand Fx Fx D M "%
Filter and S = 1 and no padding, y :
output is of size
(W—-F+1)x(H-F+1)

@ Eachvalue needs F x F x D
computation

Con we reduce this computation a bit?
Idea is to have 1 x 1 computation J

2Cite: 17022, Going deeper with convolutions, Szegedy, Christian and Liu, Wei and Jia, Yangqing and Sermanet, Pierre
and Reed, Scott and Anguelov, Dragomir and Erhan, Dumitru and Vanhoucke, Vincent and Rabinovich, Andrew, In: Proceedings
of the IEEE conference on computer vision and pattern recognition pages 1-9, CVPR-2015
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1 x 1 convolution

@1x1is1x1xD
@ They produce on output place

@ By using Dy such 1 x 1 convolution
output becomes F x F x D

@ We have D; < D
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Inception Block: Multiple convolutions

. 1 % 1 convolutions
e enedliis . (dimensionality re-

........ duction)

Filter
concatenation

...... 1 x 1 convolutions

wusasn /il e s (dimensionality e
duction)

3 x 3 Maxpooling

« - (dimensionality T« —> 1 x 1 convolutions
duction)

@ 1 x 1 convolution

© 1 x 1 convolution followed by 3 x 3

© 1 x 1 convolution followed by 5 x 5

©Q 3 x 3 maxpool followed by 1 x 1

© Appropriate padding is done to make things of same size
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GooglLeNet
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Input

@ Input is RGB 229 x 229
© Each inception module have very specific configuration.

(3a) 192 x 28 x 28 64 96 128 16 32 32
(3b) 256 x 28 x 28 28 128 19232 96 61
(4a) 48 x 14 x 14 192 96 208 16 48 96
(4b) 512 x 14 x 14 160 112224 24 64 64
(4c) 512 x 14 x 14 128 128 256 24 64 64
(4d) 512 x 14 x 14 112144 228 32 64 64
(4e) 528 x 14 x 14 256 160 320 32 128 128
(5a) 832 x 7 x7 256 160 320 32 128 128
(5b) 832 x 7 x7 384 192 384 48 124 128
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GooglLeNet

,,,,,,,,,,,,

@ VGGNET has 512 x 7 x 7 size at pre-FC this was an issue to
connect with 4096

@ GoogleNet applies a average pool. Gives 49 time reduction. has
1024 values only

@ Dropout and connect to 1000

@ 12 times less connections as compared to AlexNet

@ 2 times more computation as compared to AlexNet

@ Very high accuracy. Error reduced from 16% -to- 6.7%
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ResNet 3

If a shallow neural network works well. What would happen if we add
more layers? J

3Cite: 32871, Deep residual learning for image recognition, He, Kaiming and Zhang, Xiangyu and Ren, Shaoging and
Sun, Jian, In: IEEE conference on computer vision and pattern recognition, pages 770-778, CVPR-2016
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ResNet 3

If a shallow neural network works well. What would happen if we add
more layers?

313 conv, 256 3.3 conv, 64
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3.8 conv, 128

3Cite: 32871, Deep residual learning for image recognition, He, Kaiming and Zhang, Xiangyu and Ren, Shaoging and
Sun, Jian, In: IEEE conference on computer vision and pattern recognition, pages 770-778, CVPR-2016
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ResNet 3

If a shallow neural network works well. What would happen if we add
more layers? J

[ sxsm'v,zss ] [ ma:w,u ]
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R @ Deep network should also work

{ m%.,m ) well (It would learn identity in
{ :3: : new layers)

-
[ ]

3.8 conv, 128

3Cite: 32871, Deep residual learning for image recognition, He, Kaiming and Zhang, Xiangyu and Ren, Shaoging and
Sun, Jian, In: IEEE conference on computer vision and pattern recognition, pages 770-778, CVPR-2016
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ResNet

But, in practice it was not happening

CIFAR-10 plain nets

/ 56-layer
44-layer
el ~— £ 32-layer
| W 20-layer

b Pl O, S
- S

e
" plain-3. . - :
pisk : ; . solid: test
-
% 1 2 3 " s 3 dashed: train

Why? Identity is one of the solution in large domain.
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Let me tell this to the network

X X
relu Identlty
relu F(x)
H(x) @
H(z) = F(z)+x
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ResNet Comparison 4
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34-layer ResNet with Skip / Shortcut Connection (Top), 34-layer Plain Network (Middle), 19-layer VGG-19
(Bottom)

152-layer deep net was better than human. Only 3.6% error rate
ImageNet Classification 2

4Better than the 2nd best system ImageNet D ion: 16% ImageNet Localization: 27% COCO Detection:
11% COCO Segmentation: 12%

4ResNet Winner of ILSVRC 2015 (Image Classification, Localization, Detection) Sik-Ho Tsang
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ResNet Hyper-parameters and Issues

@ Training takes huge time
@ Batch Normalization

@ Zavier/2 initialization

@ SGD and momentum

@ Small learning rate 0.1
@ Mini-batch size 256

@ Weight decay

@ No Dropout
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Thank You!

Thank you very much for your attention®!

Queries ?

5Credit: Prof. Mitesh Khapra, Deep Learning(CS7015): Lec 11.5 Image Classification for NPTEL
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